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Augmenting human intellect with AI for complex problem-solving becomes increasingly important. AI
provides assistance where human intelligence has limits and humans remain key for adapting AI to dynamic
and complex environments. However, this human-AI teaming presents a host of new challenges regarding
trust, ethical integrity, and mutual understanding, especially in high-stakes or in-the-wild domains with
ambiguous decision spaces. My research examines the design of two fundamental building blocks that
bolster human-AI teams in this context: human-centered AI models/systems and human-AI interfaces.
The central theme driving my research is the pursuit of “big data, intelligent algorithms, intuitive interfaces”
to bridge data gaps, making the data-to-decision process more efficient, effective, and trustworthy in
real-world applications.

My primary research interests lie at the intersection of Machine Learning (ML), Visualization (VIS), and
Human-Computer Interaction (HCI). On the machine side, I build human-centered AI models and systems
that can extract useful information from big data fastly (scalability), are steerable by user needs
(steerability), produce interpretable results (transparency), and learn from human feedback (ability to learn).
Drawing on the human side, I conduct user studies to identify pitfalls and design requirements in various
human-AI teaming scenarios. I then create real-time interactive human-AI interfaces using intuitive
visualizations and interactions, to help experts understand and reason with large-volume data and
communicate their knowledge and feedback to machines — leading to speedier and better decisions.

My work blends foundational and use-inspired research (Figure 1). Many of my projects are grounded in
close collaborations with experts from diverse domains, with a particular focus on urban sustainability [1-8]
and social good [9-14], along with a few others [15-17]. Several of my systems have been adopted for
external or internal use by leading companies and nonprofits including Microsoft, Bosch, SES S.A. (satellite
communication), Iberdrola (renewable energy), Colorado Dept. of Human Services, and ZJU Children’s
Hospital. My systems have also been released as open-source projects and attracted a wide range of users.

Designing Human-Centered AI Models and Systems
Human-AI teaming for intelligence augmentation falls into two categories: either AI provides auxiliary
information and humans make decisions, or AI suggests decisions and humans make them. I study both
scenarios through various forms of time-varying data such as spatio-temporal (ST) data [1,2], signals [3-7],
and event sequences [15-17]. There are six fundamental analysis tasks: queries, pattern discovery,
classification, clustering, prediction, and anomaly detection. My research in this line aims to explore two
questions: (1) what are the human factors affecting the algorithms designed for these tasks? (2) how can we
improve existing algorithms or design new algorithms for intelligence augmentation?
AI provides auxiliary information that answers “what happened” by statistically summarizing data from
the past, which is helpful when a decision space is ambiguous. To surface the most useful information,
algorithms must be both scalable and steerable. I contributed two groundbreaking use-inspired algorithms
for ST data [1,2]. Analyzing ST data (e.g., trajectories) is notably challenging due to its huge scale and high
dimensionality. I first introduced a novel ST data indexing structure along with two interactive query
algorithms that support real-time recommendations of optimal locations that cover maximum traffic
trajectories. The technique was applied to outdoor billboard campaigns [2] for a work that has been a top 20
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cited paper in TVCG since 2017. I then approached the issue of high dimensionality by modeling
multidimensional ST data as tensors [1] and presented a semi-automatic and human-steerable pattern
(trending, outliers) discovery algorithm. Prior algorithms could only handle 2D data and did not produce
interpretable results on the level of my approach. This work won the Best Paper Award at IEEE VAST
2018 (top 1) with the award committee commenting that “... Insightful results are demonstrated with a set of
convincing use cases. This novel approach offers a fresh take on the problem, shows good potential for many
different application scenarios, and will likely inspire future follow-on research.”
AI itself can suggest decisions in areas where the decision space is clearer. To enable this, we must train ML
models to learn from past data so as to suggest decisions (e.g., flagging anomalies) about the data at issue.
My research aims to identify and implement best practices and design principles for human-centered ML
systems (steerability, ability to learn), with extra attention on signal (time series) data analytics. To this end,
I founded Signal Intelligence (Sintel1) at MIT, a project meant to enable advanced human-in-the-loop time
series data analytics to transfer insights into actionable decisions. Sintel is centered on anomaly detection
workflow [6] but also supports classification, regression, and forecasting.

Sintel’s anomaly detection framework makes three prominent contributions: (1) a modular and extensible
ML pipeline design that facilitates the creation, exchange, and reuse of primitives between different
pipelines. The design provides domain experts (even those without ML expertise) with an easy way to
modify relevant hyperparameters (e.g., aggregation interval, missing value imputation) so that the ML
produces domain-meaningful results. (2) a human-in-the-loop component [3] that allows domain experts to
annotate and interact with ML-suggested anomalies, including a feedback component [6] that uses AutoML
techniques to learn from annotations and further improve detection performance. (3) A standardized
benchmarking component that supports 8 pipelines (1 statistical plus 7 deep learning models), 2 evaluation
mechanisms, and 11 datasets from three reputable data sources. It is worth noting that two deep learning
pipelines (TadGAN [4] and AER [7] are our original contributions and AER has obtained the best
performance score based on benchmarking results. The development of Sintel is largely inspired by our
collaborators, SES S.A. and Iberdrola, who give us access to satellite and wind turbine signals respectively
and share valuable feedback. Sintel is becoming increasingly impactful. The project team has grown to 16
people, including several undergraduate students and master students (3 completed their theses under this
project). Our repository Orion1 for time series anomaly detection has received over 50K pip downloads, 650
stars, and 30 unique daily user visits, and is widely used by industry professionals from different domains
(e.g., oilfield services, solar power, and water treatment).

Uncovering and Addressing Human-AI Teaming Challenges in High-Stakes Scenarios
The second strand of my research emphasizes human-AI teaming challenges in high-stakes scenarios. I
examine these challenges from the perspectives of AI interpretability and transparency. Through a
comprehensive literature review, I have summarized some common challenges and potential ML mitigating
tools (see Table 1) [11]. However, this is not enough; design choices for these tools and human-AI interfaces
depend highly on specific aspects of the relevant domain and decision-makers. Through user studies such as
field observations, interviews, and usability experiments, I attempt to bring more nuance to characterize
the contextual factors of human-AI teaming, in order to better guide my future research and development.

To this end, I have collaborated
closely with experts in both child
welfare [11,12] and healthcare
[9,10]. I learned numerous
important implications from this
collaboration, two of which
stood out: (1) I identified a
subset of contextual factors
worthy of consideration for

1 Sintel project website: https://sintel.dev/. Orion github repository: https://github.com/sintel-dev/Orion
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human-AI teaming including decision time, decision-associated risk, domain expertise of humans, technical
expertise (e.g., ML/Data Science) of humans, and role of interpretable ML (e.g., to improve trust). Figure 2
shows an example of using decision time and associated risk to characterize how my technical work is
applied in different areas. (2) Most confusion and distrust in the model stem from the features themselves,
rather than the details of the model or explanation techniques. For instance, features may be worded in a way
that is not domain-friendly (e.g., role of child is sibling is FALSE). My later review paper [13] identified 8
characteristics to help define nuances of interpretable features, which then led me to develop a system [14] to
enable model developers to handle complicated feature transformations efficiently, so as to create
human-centered explanations for ML models.

Bridging Human-AI Teaming Gaps with Interactive Data Visualization
Visualization is listed as one of the most important strategies
for effective human-AI collaboration in the U.S. National AI
R&D Strategic Plan. My third line of research targets the
development of effective, interactive visualizations to enable
experts to make sense of large-scale data and communicate
with computational models, solving the “last mile” problem
in the data-to-decision process for applications in the wild.
Figure 2 shows three major domains in which my technical
work has been applied. The risk level and time available for a
particular decision influence how humans and AI interact to
make that decision.

Sustainability: Urban Resource Optimization. Optimizing
resource use is the key to promoting sustainability. In this
case, experts often have abundant time to explore data for decision making, and thus prefer exploratory
analysis. Their goals come into focus as they work iteratively with algorithms that recommend information
based on user needs and intents. I have built visual analytics systems based on my human-centered models
for citywide optimal location selection [2], retail store operation optimization [1], as well as transportation
improvement [1,2]. For example, SmartAdP [2] is built on location query algorithms for optimal billboard
location selection given a limited budget, which integrates the intuitive visualization designs of the
dashboard, map, glyph, and ranking table, allowing experts to iteratively work with models to generate and
assess solutions. The system is the first demonstration of human-AI teaming to solve multi-criteria
decision making problems using big data in the urban context. SmartAdP was deployed on large screens
and was rated as the most popular demo on the ZJU STEM day for kids — they used it to select their favorite
bakeries. This work also inspired the following research which used it for different purposes including bike
lane planning, ambulance station selection, EV charge station selection, and bus network improvement.

Sustainability: Condition Monitor. Sintel [6] has been used for condition monitoring in the domains of
satellite communication [3], renewable energy [3,8], and air pollution [5]. So far, the decisions Sintel helps
with are generally medium- or low-risk and domain experts usually have a reasonable amount of time to
explore ML outcomes and make final decisions. Insights from this signal data are a fundamental step in
catalyzing solutions to sustainability challenges. Satellite connectivity is crucial to many pressing
sustainability challenges. I worked with experts who monitor tens of thousands of satellite signals in order
to detect potentially hazardous (anomalous) events (wind turbine experts have similar tasks). Backboned by
Sintel's anomaly detection framework, I further developed MTV [3], a visual analytics system for
multi-faceted and variously granular time series data exploration, as well as anomaly investigation and
in-situ annotation and communication. The expert team often has anywhere from a few hours to a few days
to perform asynchronous collaborative analysis and use the system to decide on further actions. Sintel then
incorporates feedback (i.e., annotations) from these experts in order to continually enhance its performance.

Social Good: Trustworthy AI. Through collaborations with experts from healthcare [9,10] and child welfare
[11,12], I learned that professionals in these fields lean toward explanatory analysis (ask why and seek
evidence), and often have less time to explore AI systems due to the nature of their jobs. For example, I
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worked with 19 child welfare experts who have to decide whether or not to screen potential child abuse cases
for further investigation in five to ten minutes [11]. Visualizations are expected to highlight the most
important information in a clean and intuitive way, leading to our final design of a searchable and rankable
table visualization showing the important features. In the case of healthcare [9], I worked with 6 pediatric
cardiac surgeons and developed an interactive visualization system to facilitate clinical evidence-based
decision-making. ML models predict the risk of post-surgery complications in patients. I proposed novel
visualizations to display feature importance, along with patients’ original records and supporting evidence
(cohort-level statistics). The work was internally adopted and our paper won the Best Paper Honorable
Mention award at VIS 2021 (top 5%).

Future Research Agenda
I will continue my three lines of research to bridge data gaps and make the data-to-decision process more
efficient, effective, and trustworthy in real-world applications, especially sustainability and social good. To
this end, I plan to implement the following agenda:

Optimize human cognitive load. Intelligence augmentation should not make things harder for humans,
particularly during exploratory analysis. I will explore how to quantitatively model human cognitive load and
optimize it as an integral part of system design. I also plan to explore the design space of “intelligent
visualization interaction” to minimize the effort necessary for users to achieve their goals.

Adapt to shifts in context. The contextual factors of human-AI teaming I summarized in my prior work
[3,11] are ever-changing. I will explore the design requirements and corresponding techniques for adapting
and evolving both AI/ML and visualization systems based on dynamic contexts and user needs.

Human-AI teaming for data cleaning, domain problem definition, and modeling. In many scenarios, the
major bottleneck in the data-to-decision process is the need for extensive domain knowledge in the early
stages (e.g., problem definition). Two of my prior works explore how to find flaws in data [18] and select
better ML models [19]. My ongoing work explores how to integrate domain expertise (from renewable
energy) into prediction problem definitions and feature engineering. I will continue this exploration.

Foster multi-agent human-AI teaming. In a complex situation, making a decision may involve a team of
experts (e.g., MTV [3]) and multiple AI systems handling different tasks. Many new challenges regarding
planning, coordination, and scalability will emerge. I plan to investigate these challenges and discover more
efficient, robust, and scalable ML and visualization techniques for such multi-agent systems.

Illuminate actionable decisions. In situations where a decision space is ambiguous, it is often challenging
for experts to go directly from data insights to actionable decisions, and then to articulate the rationale. For
example, optimal location selection [2] is a multi-criteria decision making problem, and there is no standard
to define what is optimal because everyone has his/her own preference. In the case of child welfare [11], ML
provides a 1-20 risk score which sometimes confuses screeners because there is no rubric to explain the
score. I would like to explore this topic as it pertains to sustainability and social good, using computational
methods to better address such ambiguity issues to show a clearer path from data to actionable decisions.

Use open source as the substrate to go beyond “point solutions.” I have been dealing with signal data
from satellites, wind turbines, and medical facilities and I deeply recognized the requirement of a large
reengineering effort to switch between domains due to the nuances of data. Nevertheless, there are still many
common steps or tasks. The success of Sintel’s anomaly detection framework [6], which is now widely used
by industry professionals from different domains, shows how open source can break down walls. Users from
the open-source community have their own use cases and can offer feedback regarding system design and
usability, which in turn helps to improve the tools. I will continue my efforts to open-source my tools and will
use open source as the substrate to explore design tradeoffs between “general” and “point” solutions.

Collaboration. I look forward to working more closely with experts in Psychology and Social Science, to
work out how to model human cognitive load and better understand AI usability concerns (e.g., trust or
ethical issues). I also plan to work with experts in AeroSpace, Energy, and Civil Engineering to find
challenging domain problems that can be solved with data-driven techniques; and those in Computer Science
to redefine Human-AI collaboration with ML fundamental research and new interaction techniques.
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